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Abstract. Preventing suicide requires early identification of suicidal
ideation. In this research, we propose an approach to evaluate whether
an individual’s statements during a clinical interview can be classified as
coming from a suicidal or non-suicidal mindset. To do so, we compare the
statements with distinct lexical associative networks constructed from
corpora of suicidal and control texts. Each node in these networks is
a word, and the weight of the edge between every word pair indicates
how strongly the words are associated in that corpus. Several metrics
of association are evaluated in this work. Preliminary results show good
classification performance with above 75% accuracy on novel test data.
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1 Introduction

Worldwide, there are approximately 800,000 suicides a year, and at least six
people are devastated by each of these deaths [I5]. In the United States, suicide
is among the top ten leading causes of death [10]. Most methods for detecting
suicidal risk rely on the identification of suicidal ideation via self-reported an-
swers to direct questions [5], 23], which can be inaccurate [26] because individuals
often try to hide suicidal thoughts [29].

This has motivated the search for other clues, such as objective suicidal
thought, or behavioral markers [29]. Various data collections obtained from indi-
viduals with suicidal ideation have allowed researchers to use common supervised
machine learning methods and experiment with some standard natural language
processing (NLP) techniques. Some of these studies have shown state-of-the-art
classification rates within their datasets, but their real-world application per-
formance is yet to be determined. Many of these approaches have a common
drawback: they do not account for the cognitive aspect of the problem which is
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a key element in predicting suicide [28]. In this study, we describe an approach
that accounts for this cognitive element.

During self-expression, thoughts and ideas are organized into sentences [14],
and the use of specific words in the same sentence is a strong indicator that
the corresponding concepts are associated in the individual’s mind. We use this
to build lezical networks from interview transcripts to capture the pattern of
association between concepts in the suicidal and non-suicidal mindsets and de-
termine which mindset a given expression is more consistent with. Experimental
results show that the method detects suicidal ideation with greater than 75%
accuracy for novel expressions, i.e. those not used to build the reference lexical
networks. As a followup, we also experiment with spreading activation [Il [33]
in the lexical network to further enrich the discriminative process. This allows
expressions to be evaluated not only based on their content but also on related
thoughts. Results show some initial promise for improving the potential for iden-
tifying suicidal ideation, though this remains to be validated. The approach we
describe is not restricted by the suicidal ideation detection problem, and can be
applied to any other binary text-classification problem where reference corpora
are available.

2 Method

2.1 Data

This study uses two prospectively assembled data collections containing inter-
views conducted with volunteering subjects, all native English speakers, by a
mental health professional asking five simple questions regarding the subject
having any fears, feeling hurt, having hopes, feeling angry, and having secrets.
The first collection includes 60 transcripts of interviews conducted with adoles-
cents [30], where half are patients admitted to the Cincinnati Children’s Hospital
Medical Center (CCHMC) for suicidal ideation or attempts and the rest are the
patients admitted for orthopedic injuries with no recent or past suicidal ideation.
The second data collection extends the first. It includes interviews collected from
patients admitted to one of three hospitals: CCHMC, University of Cincinnati
Medical Center (UC), and Princeton Community Hospital (PCH) who were ei-
ther suicidal, mentally ill, or a member of the control group [32]. In contrast with
the first collection, this study includes follow-up interviews conducted a month
later, mentally ill patients, and adults. Since we are interested in detecting sui-
cidal ideation, we exclude the mentally ill patient interviews; we merge the two
collections and get a final dataset with 470 transcribed and annotated interviews.
To standardize data for analysis, we use standard NLP techniques: converting
each character to lowercase, removing punctuation while keeping only the end-
of-sentence information, removing the English language stop words available in
the Natural Language Toolkit (NLTK) [7], and also removing infrequent words
with fewer than 5 occurrences.
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2.2 Lexical Networks

Building networks from words and word associations is one approach for semantic
memory research [I[9], and in research problems aiming to discover the semantic
relatedness between words in the lexical domain [27) 34} [8, 111 16} 19, 12} [17].
In this study, we use this approach to identify the thought-patterns models
of suicidal and non-suicidal individuals. This method is based on the idea that
thoughts emerge from a substrate of associations between concepts |21}, (18], 201 [6],
and that the analysis of associations between words in the statements of an
individual can provide access to the semantics of their thinking [25] 4], 121 16 [17].

We initialize both lexical networks (suicidal and control) using the respective
training corpora by adding the pre-processed words spoken by suicidal (Vsyicidal)
and non-suicidal (Viontror) interviewees as nodes. Since thoughts are organized
and expressed through sentences [14], we use sentence-level word associations to
establish connections between the words in the networks. However, NLP litera-
ture contains various word association metrics [IT], 12, 22]. In our approach, we
experiment with three of such metrics. The joint probability metric p(i,j) rep-
resents the probability of observing words ¢ and j together in the same sentence
in the training corpus. The correlation coefficient metric, cc(i, j), is a normal-
ized covariance measure in the occurrence of ¢ and j, and uses the in-sentence
occurrence probabilities (p;, pj) of the words (see Eq. . Finally, the point-wise
mutual information metric (PMI), pmi(i, j), measures the statistical dependence
in the occurrence of ¢ and j (see Eq. . We use a normalized version of the PMI
metric.

celi i) = P J) —pipy
I = o= pom =5 W
P ..

pmi(i, j) = log(p(i,j))/log(p(w)) (2)

Following the computation of word associations from training corpora, we
set the negative values of the correlation coefficient and PMI meaning non-
association to zero weights. Thus, non-associated word pairs remain unconnected
in the networks and the positive edge weights indicate the connection strengths
between words. Samples from the two networks are shown in Fig. [I} where the
differences between the suicidal and control networks are visually evident.

2.3 Evaluating The Fitness of Thoughts

To determine whether a given novel statement is more consistent with a suicidal
or non-suicidal mindset, we take the words from the statement and extract the
sub-networks of each reference lexical network with only these words. An example
of the sub-network obtained by matching the words in a short test statement
with those in the suicidal lexical network with joint probabilities as edge weights
is shown in Fig. We hypothesize that the strength of connectivity within the
two sub-networks obtained in this way can identify which lexical network the
test statement fits better in, thus determining whether the underlying statement
is more consistent with a suicidal mindset or a non-suicidal one. To do this, we
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Fig. 1. The strongest connections in joint probability networks of suicidal and control
training corpora obtained by thresholding the edge weights, returned (a) out of 48,169
edges in the suicidal network, (b) out of 38,132 edges in the control network.

define a fitness function that is applied to the extracted sub-network, E:

?(E) = d; (E) — df (E) (3)
Zi,jeE Wi, j Zi,jeG Wi, 5

- (4)
nE(nE—l)/Q n(n—l)/2
where S and C superscripts are the suicidal and control networks, G is the
reference lexical network (suicidal or control), n is the number of nodes in G, ng
is the number of nodes in sub-network E, and dS (E) is the excess weight density
of F with respect to GG, which quantifies the degree to which the strength of
connectivity within E exceeds the value that would be expected for a random
sub-network of the same size extracted from G. Such measures are commonly

used in network studies [13] [24].

d9(E) =dP —d% =

2.4 Spreading Activation

Spreading activation (SA) theory was developed by Quillan [33] as an attempt
to model the associative nature of human semantic memory. Although there are
many spreading activation methods [11 2, [3] BT], the main idea is based on assign-
ing initial activation values to nodes, and by some rules, letting the activation
spread to the rest of the network via associative edges. To limit spreading, all
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spreading activation approaches include a loss factor that can be a decay func-
tion or a simple threshold parameter. Spreading activation is a directed process
whereby active nodes activate those to which they are connected with sufficiently
strong edges.

When a test expression is presented to the system, nodes corresponding to its
words are activated, and this activation is allowed to spread until the limiting
process stops the activation. All nodes activated in this episode then become
part of the sub-network that is tested for fitness.

Fig. 2. Sample sub-networks obtained (a) without using spreading activation, (b) us-
ing spreading activation, where the nodes and connections added by spreading are
highlighted.

As a result of the SA process, we obtain two sub-networks comprising the
initial sub-networks plus words and connections activated by the spreading pro-
cess. Thus, these sub-networks can be considered enriched or augmented versions
of the original ones. Sample sub-networks obtained without SA and with it are
shown in Fig. and Fig. respectively, with nodes added by the spread-
ing activation results highlighted. The fitness of the augmented sub-networks is
evaluated as with the original ones.

3 Results

For experiments, we increased the effective number of training and test cases by
randomly and independently choosing ten test-training sets in 1/3 — 2/3 ratio
from both the suicidal and control corpora, training and testing separately on
each set, and aggregating the results, giving a total of 750 test data points for
each corpus.

The first experiment evaluated the performance of the method without spread-
ing activation. A test data item was labeled as suicidal or control based on which
lexical network gave it a higher fitness. The results obtained from 1, 500 test cases
are summarized in Table [1} where the best association metric is the correlation
coefficient, with above 75% accuracy. Having such a high accuracy in this diffi-
cult task indicates that lexical networks are a promising method for doing such
evaluations.
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Association metric Accuracy AUC score + stdev
Joint probability 64.3% 74.8 % + 2.5%
Point-wise Mutual Information (PMI) 73.6% 79.3% + 2.3%
Correlation coefficient 75.6% 81.6% + 2.1%

Table 1. Suicidal ideation detection results measured by classification accuracy and
area under the ROC curve (AUC) obtained using three association metrics on 1,500
test cases.

The second experiment uses spreading activation (SA) to evaluate the effect
of the augmented sub-networks on detecting suicidal ideation. The addition of
more words and connections to the sub-networks by spreading activation re-
sults an accuracy of 74.5% using the lexical networks built by the correlation
coefficient metric, which is actually a very small decrease in accuracy over the
original method. However, the potential benefits of the approach become clearer
by looking at the number of true positives (TP) and false positives (FP), where
positive indicates the suicidal case. Comparing TP and FP values between results
obtained with (TP=555, FP=187) and without spreading activation (TP=550,
FP=166) shows that having spreading activation allows an increase in TP rates,
but at the cost of an increase in control cases being identified as suicidal. In this
life-critical application, however, this may well be an acceptable trade-off.

4 Conclusion

In this study, we have proposed a lexical network approach to detecting suici-
dal ideation in self-expression data. Experiments on a novel dataset with ac-
tual interviews have shown that the approach is able to classify suicidal and
non-suicidal ideation with high accuracy, which demonstrates the success of the
approach not only for this application, but also for other binary classification
problems involving textual data. The use of spreading activation as a part of
the approach is potentially useful because associations play a key role in the
organization of thought. However, the benefit remains to be demonstrated in
the specific case of suicidal ideation analysis. Experiments have provided evi-
dence that using spreading activation can improve suicidal detection rates at
the cost of including more false positives. Since identifying suicidal individuals
is far more important than potentially misidentifying some non-suicidal indi-
viduals as suicidal, the benefits of spreading activation may outweigh its cost.
Also, while the data used was based on a careful identification of suicidal and
non-suicidal individuals, it could not possibly control for every expression. Even
non-suicidal individuals can occasionally express ideas consistent with a suicidal
mindset, and vice versa. Thus, classifying expressions as a way of identifying an
individual’s entire mindset is inherently subject to some degree of uncertainty,
which can only be alleviated by using more extensive data from each individual.

The methods described in this study represent only an initial phase of our
research. The fact that even the simple methods described above give a high
degree of discrimination indicates that they can serve as the basis for more
sophisticated methods, which we will report on in the future.
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